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CHAPTER 4 

What Causes What? 

Does going to university increase the risk of getting 

a brain tumour? 

Epidemiology is the study of how and why diseases occur in 

the population, and Scandinavian countries are an epidemi

ologist's dream. This is because everyone in those countries 

has a personal identity number which is used when register

ing for health care, education, tax, and so on, and this allows 

researchers to link all these different aspects of people's lives 

together in a way that would be impossible ( and perhaps pol

itically controversial) in other countries. 

A typically ambitious study was conducted on over 4 million 

Swedish men and women whose tax and health records were 

linked over eighteen years, which enabled the researchers to 

report that men with a higher socioeconomic position had a 

slightly increased rate of being diagnosed with a brain tumour. 

This was one of those worthy but rather unexciting studies 

that would typically not attract much attention, so a university 

communications officer thought it would be more interesting 

to say in a press release that 'High levels of education are linked 

to heightened brain tumour risk', even though the study was 
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about socioeconomic position rather than education. And by 

the time this got to the general public, a subeditor in a news

paper produced the classic headline, 'Why Going to University 

Increases Risk of Getting a Brain Tumour' .1 

For anyone who has spent time accumulating academ

ic qualifications, this newspaper headline could have been 

alarming. But should we be concerned? This is a huge study 

based on a registry of the complete eligible population - not 

a sample - so we can confidently conclude that slightly more 

brain tumours really were found in more-educated people. 

But did all that sweating in the library overheat the brain and 

lead to some strange cell mutations? In spite of the newspaper 

headline, I doubt it. And to give them credit, the authors of the 

paper doubted it too, adding, 'Completeness of cancer regis

tration and detection bias are potential explanations for the 

findings.' In other words, wealthy people with higher educa

tion are more likely to be diagnosed and get their tumour reg

istered, an example of what is known as ascertainment bias 

in epidemiology. 

'Correlation Does Not Imply Causation' 

We saw in the last chapter how Pearson's correlation coefficient 

measures how close the points on a scatter-plot are to a straight 

line. When considering English hospitals conducting children's 

heart surgery in the 1990s, and plotting the number of cases 

against their survival, the high correlation showed that bigger 

hospitals were associated with lower mortality. But we could 

not conclude that bigger hospitals caused the lower mortality. 

This cautious attitude has a long pedigree. When Karl 

Pearson's newly developed correlation coefficient was being 
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discussed in the journal Nature in 1900, a commentator 

warned that 'correlation does not imply causation'. In the 

succeeding century this phrase has been a mantra repeatedly 

uttered by statisticians when confronted by claims based on 

simply observing that two things tend to vary together. There 

is even a website that automatically generates idiotic associ

ations, such as the delightful correlation of 0.96 between the 

annual per-capita consumption of mozzarella cheese in the US 

between 2000 and 2009, and the number of civil engineering 

doctorates awarded in each of those years. 2 

There seems to be a deep human need to explain things 

that happen in terms of simple cause-effect relationships - I 

am sure we could all construct a good story about all those 

new engineers gorging on pizzas. There is even a word for 

the tendency to construct reasons for a connection between 

what are actually unrelated events - apophenia - with the 

most extreme case being when simple misfortune or bad luck 

is blamed on others' ill-will or even witchcraft. 

Unfortunately, or perhaps fortunately, the world is a bit more 

complicated than simple witchcraft. And the first complication 

comes in trying to work out what we mean by 'cause'. 

What Is 'Causation' Anyway? 

Causation is a deeply contested subject, which is perhaps sur

prising as it seems rather simple in real life: we do something, 

and that leads to something else. I jammed my thumb in the 

car door, and now it hurts. 

But how do we know that my thumb would not have hurt 

anyway? Perhaps we can think of what is known as a counter

factual. If I hadn't jammed my thumb in the door, then my 
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thumb would not hurt. But this will always be an assumption, 

requiring the rewriting of history, since we can never really 

know for certain what I might have felt ( although in this case 

I might be fairly confident that my thumb would not sudden

ly start hurting of its own accord). 

This gets even trickier when we allow for the unavoidable 

variability that underlies everything interesting in real life. 

For example, the medical community now agrees that smok

ing cigarettes causes lung cancer, but it took decades for 

doctors to come to this conclusion. Why did it take so long? 

Because most people who smoke do not get lung cancer. And 

some people who do not smoke do get lung cancer. All we 

can say is that you are more likely to get lung cancer if you 

smoke than if you do not smoke, which is one reason why it 

took so long for laws to be enacted to restrict smoking. 

So our 'statistical' idea of causation is not strictly deter

ministic. When we say that X causes Y, we do not mean that 

every time X occurs, then Y will too. Or that Y will only occur 

if X occurs. We simply mean that if we intervene and force X 

to occur, then Y tends to happen more often. So we can never 

say that X caused Yin a specific case, only that X increases the 

proportion of times that Y happens. This has two vital con

sequences for what we have to do if we want to know what 

causes what. First, in order to infer causation with real confi

dence, we ideally need to intervene and perform experiments. 

Second, since this is a statistical or stochastic world, we need 

to intervene more than once in order to amass evidence. 

And that leads us naturally to a delicate topic: conducting 

medical experiments on large numbers of people. Few of us 

might relish the idea of being experimented on, especially 
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when life and death are concerned. Which makes it all the 

more remarkable that thousands of people have been willing 

to be part of huge studies in which neither they nor their 

doctor knew which treatment they would end up getting. 

Do statins reduce heart attacks and strokes? 

Every day I take a little white pill - a statin - because I have 

been told it lowers cholesterol and so reduces the risk of 

heart attacks and strokes. But what is its effect on me per

sonally? I am almost certain that it causes my low-density 

cholesterol (L D L) to drop, since I was told it reduced soon 

after I started taking the tablets. This drop in LDL is a direct, 

essentially deterministic effect that I can assume is caused 

by the statin. 

But I will never know if this daily ritual does me any good 

in the long run; it depends on which of my many possible 

future lives actually occurs. If I never have a heart attack 

or a stroke, I will have no idea whether I would have never 

had one even if I had not taken the tablets, and all this pill

popping for years was a waste of time. If I do have a heart 

attack or a stroke, I will not know if this event was delayed 

by taking the statin. All I can ever know is that, on average, it 

benefits a large group of people like me, and this knowledge 

is based on large clinical trials. 

The purpose of a clinical trial is to carry out a 'fair test' 

that properly determines causation and estimates the aver

age effect of a new medical treatment, without introducing 

biases that could give us the wrong idea of its effectiveness. 
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A proper medical trial should ideally obey the following 

principles: 

1. Controls: If we want to investigate the effect of statins on 

a population, we can't just give statins to a few people, 

and then, if they don't have a heart attack, claim this was 

due to the pill (regardless of the websites that use this 

form of anecdotal reasoning to market their products). 

We need an intervention group, who will be given statins, 

and a control group who will be given sugar pills or 

placebos. 

2. Allocation of treatment: It is important to compare like 

with like, so the treatment and comparison groups have 

to be as similar as possible. The best way to ensure this is 

by randomly allocating participants to be treated or not, 

and then seeing what happens to them - this is known as 

a randomized controlled trial (RCT). Statin trials do 

this with enough people so that the two groups should 

be similar in all factors that could otherwise influence 

the outcome, including - and this is critically important -

those factors that we don't know about. These studies can 

be huge: in the UK Heart Protection Study carried out 

in the late 1990s, 20,536 people at raised risk of a heart 

attack or stroke were randomly allocated to take either 

40 mg of simvastatin daily or a dummy tablet. 3 

3. People should be counted in the groups to which they were 

allocated: The people allocated to the 'statin' group in 

the Heart Protection Study (HPS) were included in the 

final analysis even if they did not take their statins. This 

is known as the 'intention to treat' principle, and can 
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seem rather odd. It means that the final estimate of 

the effect of statins really measures the effect of being 

prescribed statins rather than actually taking them. In 

practice, of course, people will be strongly encouraged 

to take the tablets throughout the study, although after 

five years in the HPS 18% of those allocated a statin had 

stopped taking them, while as many as 32% of those 

initially allocated to a placebo tablet actually started 

taking statins during the trial. Since these people who 

switch treatments tend to muddy the difference between 

the groups, we might expect the apparent effect in an 

'intention-to-treat' analysis to be less than the effect of 

actually taking the drug. 

4. If possible, people should not even know which group 

they are in: In the statin trials, both the real statins 

and the placebo pills looked identical and so the 

participants were blinded to the treatment they 

were taking. 

S. Groups should be treated equally: If the group allocated 

to statins were invited back for more frequent hospital 

appointments, or examined more carefully, it would be 

impossible to separate the benefits of the drug from the 

benefits of increased general care. In the HPS, staff doing 

the follow-up clinics did not know whether the patients 

were taking a real statin or a placebo, so they were also 

blinded to the allocated treatment. 

6. If possible, those assessing the final outcomes should not 

know which group the subjects are in: If a doctor believes 

that a treatment works, they may exaggerate benefit for 

the treatment group through an unconscious bias. 
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7. Measure everyone: Every effort must be made to follow 

everyone up, as people who drop out of the study might, for 

example, have done so because of the drug's side effects. 

The HPS had a remarkable 99.6% complete follow-up at 

five years, with the results shown in Table 4.1. 

Those who were allocated to the statin group clearly had 

better health outcomes on average, and since patients were 

randomized and otherwise treated identically, this can be as

sumed to be a causal effect due to being prescribed statins. 

But we have seen that many people did not actually adhere 

to the treatment they had been allocated, and this leads to 

some dilution of the difference between the groups: the HPS 

researchers estimate the true effect of actually taking statins 

is about 50% higher than shown in Table 4.1. 

Two final key points: 

8. Don't rely on a single study: A single statin trial may tell us 

that the drug worked in a particular group in a particular 

place, but robust conclusions require multiple studies. 

9. Review the evidence systematically: When looking at 

multiple trials, make sure to include every study that has 

been done, and so create what is known as a systematic 

review. The results may then be formally combined in a 

meta-analysis. 

For example, a recent systematic review put together evidence 

from twenty-seven randomized trials of statins, which includ

ed more than 170,000 people at lower risk of cardiovascular 

disease. 4 But rather than focusing on the difference between 

the groups allocated to taking statins and controls, they 
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Percentage in Percentage in % (relative) risk 
10,267 people 10,269 people reduction in 

allocated allocated those allocated 
Event placebo statin statins 

Heart attack 11.8 8.7 27 % 

Stroke 5.7 4.3 25 % 

Death from any cause 14 .7 12 .9 13 % 

Table 4.1 
The outcomes at five years in the Heart Protect ion Study , 
according to treatments allocated to pat ients. The absolute 
reduction in the risk of a heart attack was 11.8 - 8.7 = 3.1%. So 

out of 1,000 people tak ing a statin , around 31 heart attacks were 
prevented - this means that around 30 people had to take a statin 

for five years to prevent one heart attack. 
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instead estimated the effect of reducing LDL. Essentially they 

assume the effect of a statin is achieved through changing 

blood lipids, and based their calculation on the average reduc

tion in LDL seen in each trial, which allows for any non

compliance with allocated treatment. With this extra 

assumption about the mechanism by which statins benefit 

our health, they could estimate the effect of actually taking a 

statin, which they concluded was a 21% reduction in major 

vascular events per 1 mmol / L ( millimoles per litre) reduction 

in LDL cholesterol. Which is enough for me to keep taking my 

tablets.* 

We have ignored the possibility that any observed rela

tionship is not causal at all, but simply the result of chance. 

Most drugs on the market have only moderate effects, and 

only help a minority of people who take them, and their over

all benefit can only be reliably detected by large, meticulous, 

randomized trials. Sta tin trials are huge, especially when put 

together in a meta-analysis, which means that the results dis

cussed here cannot be put down to chance variation. (We 

shall see how to check this in Chapter 10.) 

* For people with my baseline risk and no previous diseas e, they estimate a 25% reduction 

in risk of serious vascular events per 1 mmol/L reduction in LDL. My LDL went down 

by 2 mmol / L after I started statins , so this should mean my daily pill changes my annual 

risk of a heart attack or stroke by a factor of around 0.75 x 0.75 = 0.56, or equivalentl y 

a 44% reduction of my risk. AB I had roughly a 13% chance of having a heart attack or 

stroke in ten years, taking a statin would reduce this to 7°/o. This means that my being 

prescribed statins is worthwhile - and even better if I actually take them. 
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Is prayer effective? 

The list of principles for RC Ts is not new: they were nearly all 

introduced in 1948 in what is generally considered the first 

proper clinical trial. This was of streptomycin, a drug pre

scribed for tuberculosis. It was bold to randomly allocate pa

tients to either receive or go without this potentially life-saving 

treatment, but the decision was helped by the fact that there 

was not enough of the drug for everyone at the time in the UK, 

and so random allocation seemed a fair and ethical way to 

decide who should get it. But after all this time, and thousands 

of RCTs, it can still come as a surprise to the public that med

ical decisions about what treatment an individual is recom

mended, even ones as dramatic as whether to have a radical 

mastectomy or a lumpectomy for breast cancer, have essential

ly been decided by the flip of a coin ( even if it is a metaphorical 

coin embodied in a computer random number generator).* 

In practice the process of allocating treatments in trials 

is generally more complex than simple randomization case 

by case, since we want to make sure that all types of people 

are equally represented in the groups getting different treat

ments. For example, we may want to have roughly the same 

number of high-risk older people to get statins and get 

placebos. This idea came from agricultural experiments, 

where many of the ideas of randomized trials originated, 

* It may be even more surprising, and heartening, that so many people had agreed to 

be part of a trial purely for the benefit of future patients. 
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largely driven by the work of Ronald Fisher ( of whom more 

later). A large field, for example, would be divided up into in

dividual plots, and then each plot would be randomly allocated 

to a different fertilizer, just like people being randomly allocat

ed a medical treatment. But parts of the field might be system

atically different due to drainage, shade and so on, and so first 

the field would be divided up into 'blocks' containing plots 

which were roughly similar. Randomization was then organ

ized in a way that guaranteed that each block contained equal 

numbers of plots given each fertilizer, which would mean, say, 

that the treatments were balanced within boggy areas. 

For example, I once worked on a randomized trial com

paring alternative methods of repairing hernias: stand

ard 'open' surgery versus laparoscopic or 'keyhole' surgery. 

It was suspected that the skill of the team might increase 

during the trial, and so it was essential that the two treat

ments were balanced at all times as the trial progressed. I 

therefore blocked the sequence of patients into groups of 

4 and 6, and made sure patients were randomized equal

ly to each treatment within each block. Back in those days 

the treatments were printed on little slips of paper, which I 

folded and placed in opaque numbered brown envelopes. I 

remember watching patients lying on the pre-op trolley, with 

no idea which treatment they were going to get, while the an

aesthetist opened the envelope to reveal what was going to 

happen to them, and in particular whether they were going to 

go home with one large scar or a set of punctures. 

Randomized trials became the gold standard for testing 

new medical treatments, and are now increasingly used to es

timate the effects of new policies in education and policing. 
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For example, the UK Behavioural Insights Team randomly 

allocated half of students retaking GCSE Mathematics or 

English to nominate someone to receive regular text mes

sages that encouraged them to support the student in their 

studies - the students with a 'study supporter' had a 27% 

higher pass rate. The same team also observed a variety of 

positive effects in a randomized trial of body-worn video 

cameras for police officers, such as fewer people being un

necessarily stopped and searched. 5 

There have even been studies to determine the effective

ness of prayer. For example, the Study of the Therapeutic Ef

fects of Intercessory Prayer (STEP) randomly allocated over 

1,800 cardiac bypass patients into three groups: patients in 

Groups 1 and 2 were prayed for and not prayed for, respective

ly, but did not know which was the case, while Group 3 knew 

they were being prayed for. The only apparent effect was a 

small increase in complications in the group that knew they 

were being prayed for: one of the researchers commented, 'It 

may have made them uncertain, wondering, "Am I so sick they 

had to call in their prayer team?".' 6 

The main recent innovation in randomized experimentation 

concerns 'A/B' testing in web design, in which users are (un

knowingly) directed to alternative layouts for web pages, and 

measurements made of time spent on pages, click-throughs to 

advertisements, and so on. A series of A/B tests can rapidly lead 

to an optimized design, and the huge sample sizes mean that 

even small, but still potentially profitable, effects can be reli

ably detected. This has meant an entirely new community has 

had to learn about trial design, including the perils of making 

multiple comparisons that we will come to in Chapter 10. 
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What Do We Do When We Can't 
Randomize? 

Why do old men have big ears? 

It is easy for researchers to randomize if all they have to do 

is change a website: there is no effort to recruit participants 

since they don't even know they are the subjects of an ex

periment, and there is no need to get ethical approval to use 

them as guinea pigs. But randomization is often difficult and 

sometimes impossible: we can't test the effect of our habits 

by randomizing people to smoke or eat unhealthy diets ( even 

though such experiments are performed on animals). When 

the data does not arise from an experiment, it is said to be ob

servational. So often we are left with trying as best we can to 

sort out correlation from causation by using good design and 

statistical principles applied to observational data, combined 

with a healthy dose of scepticism. 

The issue of old men's ears might be rather less important 

than some of the topics in this book, but illustrates the need 

for choosing study designs that are appropriate for answer

ing questions. Taking a problem-solving approach based on 

the PPDAC cycle, the Problem is that, certainly based on my 

personal observation, old men often seem to have big ears. 

Why could this be? An obvious Plan is to see whether, in the 

contemporary population, age is correlated with adult ear

length. It turns out that groups of medical researchers in the 

UK and Japan have collected Data in such a cross-sectional 

study: their Analysis showed a clear positive correlation, 
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and their Conclusions were that ear-length was associated 

with age.7 

The challenge is then to try to explain this association. Do 

ears carry on growing with age? Or did people who are old 

now always have bigger ears, and something has happened 

over the last decades to make more recent generations have 

smaller ears? Or is it that men with smaller ears simply die 

earlier for some reason; there is a traditional Chinese belief 

that big ears predict a longer life. Some imagination is re

quired to think of what kind of studies could test these 

ideas. A prospective cohort study would follow young men 

through their lives, measuring their ears to check if they 

grew, or if those with smaller ears died earlier. This would 

take rather a long time, and so an alternative retrospective 

cohort study could take men who are old now, and try and 

work out whether their ears had grown, perhaps using past 

photographic evidence. A case-control study could take 

men who died, find men who are still alive who matched 

them in their age and other factors that are known to predict 

longevity, and see if the survivors had bigger ears.* 

And so the problem-solving cycle would start again. 

What Can We Do When We 
Observe an Association? 

This is where some statistical imagination is called for, and 

it can be an enjoyable exercise to guess the reasons why an 

observed correlation might be spurious. Some are fairly easy: 

the close correlation between mozzarella consumption and 

* Sadly, it is unlikely that any of these proposals are likely to attract funding. 
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civil engineers is presumably because both measures have 

been increasing over time. Similarly any correlation between 

ice-cream sales and drownings is due to both being influenced 

by the weather. When an apparent association between two out

comes might be explained by some observed common factor 

that influences both, this common cause is known as a con

founder: both the year and weather are potential confounders 

since they can be recorded and considered in an analysis. 

The simplest technique for dealing with confounders is to 

look at the apparent relationship within each level of the con

founder. This is known as adjustment, or stratification. So for 

example we could explore the relationship between drownings 

and ice-cream sales on days with roughly the same temperature. 

But adjustment can produce some paradoxical results, as 

shown by an analysis of acceptance rates by gender at Cam

bridge University. In 1996 the overall acceptance rate to study 

five academic subjects in Cambridge was slightly higher for 

men (24% of 2,470 applicants) than it was for women (23% 

of 1,184 applicants). The subjects were all in what we today 

call STEM (science, technology, engineering and medicine) 

subjects, which have historically been studied predominantly 

by men. Was this a case of gender discrimination? 

Take a careful look at Table 4.2. Although overall the ac

ceptance rate was higher for men, the acceptance rate in each 

subject individually was higher for women. How can this ap

parent paradox occur? The explanation is that the women 

were more likely to apply for the more popular and therefore 

more competitive subjects with the lowest acceptance rate, 

such as medicine and veterinary medicine, and tended not to 

apply to engineering, which has a higher acceptance rate. In 
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Women Men 

Applied Accepted % Applied Accepted 

Computer Science 26 7 27% 228 58 

Economics 240 63 26% 512 112 

Engineering 164 52 32% 972 252 

Medicine 416 99 24% 578 140 

Veterinary 338 53 16% 180 22 
Medicine 

TOTAL 1,184 274 23% 2,470 584 

Table 4.2 
Illustration of Simpson's Paradox using admission data for 

Cambridge in 1996. Overall, the acceptance rate was higher 

for men. But in each subject the acceptance rate was higher 

for women. 

% 

25% 

22% 

26% 

24% 

12% 

24% 
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this case, therefore, we might conclude that there is no evi

dence of discrimination. 

This is known as Simpson's paradox, which occurs 

when the apparent direction of an association is reversed by 

adjusting for a confounding factor, requiring a complete 

change in the apparent lesson from the data. Statisticians 

revel in finding real-life examples of this, each further rein

forcing the caution required in interpreting observational 

data. Nevertheless, it shows the insights gained by splitting 

data according to factors that may help explain observed 

associations. 

Does having a nearby Waitrose put £36,000 on the 

value of your house? 

The claim that a nearby Waitrose 'adds £36,000 to house 

price' was credulously reported by the British media in 2017-
8 

But this was not a study of the change in house prices after a 

store opened, and Waitrose certainly did not experimentally 

randomize the placement of their new stores: it was simply 

a correlation between house prices and the closeness of su

permarkets, particularly upscale ones like Waitrose. 

The correlation almost certainly reflects Waitrose's 

policy of opening stores in wealthier locations, and is there

fore a fine example of the actual chain of causation being the 

precise opposite of what has been claimed. This is known, 

unsurprisingly, as reverse causation. More serious exam

ples occur in studies examining the relationship between 

drinking alcohol and health outcomes, which generally find 
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that non-drinkers have substantially higher death rates than 

moderate drinkers. How can this possibly make sense, given 

what we know about the impact of alcohol on the liver for 

example? This relationship has been partially attributed to 

reverse causation - those people who are more likely to die 

do not drink because they are ill already (possibly through 

excessive drinking in the past). More careful analyses now 

exclude ex-drinkers, and also ignore adverse health events in 

the first few years of the study, since these may be due to pre

existing conditions. Even with these exclusions, some over

all health benefit from moderate drinking appears to remain, 

although it is deeply contested. 

Another amusing exercise is to try to invent a narrative 

of reverse causation for any statistical claim based on correl

ation alone. My favourite is a study finding a correlation be

tween us teenagers' consumption of carbonated soft drinks 

and their tendency towards violence: while a newspaper re

ported this as 'Fizzy Drinks Make Teenagers Violent', 9 per

haps it is just as plausible that being violent works up a thirst? 

Or more plausibly we could think of some common factors 

that might influence both, such as membership of a particular 

peer-group. Potential common causes that we do not measure 

are known as lurking factors, since they remain in the back

ground, are not included in any adjustment, and are waiting 

to trip up naYve conclusions from observational data. 

Here are some more examples of how easy it might be to be

lieve a causal link, when some other factor is influencing events: 

• Many children are diagnosed with autism soon after 

being vaccinated. Does vaccination cause autism? No, 
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these are events that happen at around the same age and 

inevitably there are some coincidental close occurrences. 

• Out of the total number of people who die each year, a 

smaller proportion are left-handed than in the general 

population. Does that mean that left-handers live longer? 

No, this happens because people who are dying now were 

born in an era when children were forced to change to 

being right-handed, and so there are simply fewer older 

left-handers. 10 

• The average age at which popes die is older than that of 

the general population. Does this mean that being a pope 

helps you live longer? No, popes are selected from a group 

who have not died young ( otherwise they could not be 

candidates) .11 

The myriad ways we can be caught out might encourage the 

idea that we can never conclude causation from anything 

other than a randomized experiment. But, perhaps ironically, 

this view was counteracted by the man responsible for the 

first modern randomized clinical trial. 

Can We Ever Conclude Causation 
from Observational Data? 

Austin Bradford Hill was a brilliant British applied statis

tician who was at the forefront of two world-changing sci

entific advances: he designed the streptomycin clinical trial 

mentioned earlier in the chapter, which essentially set the 

standards for all subsequent RCTs, and with Richard Doll in 

the 1950s he led the research that eventually confirmed the 

link between smoking and lung cancer. In 1965 he set out a 
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list of criteria that needed to be considered before concluding 

that an observed link between an exposure and an outcome 

was causal, where an exposure might comprise anything from 

chemicals in the environment to habits such as smoking or 

lack of exercise. 

These criteria have been subsequently much debated, and 

the version shown below was developed by Jeremy Howick 

and colleagues, separated into what they call direct, mechan

istic and parallel evidence. 12 

Direct evidence: 

1. The size of the effect is so large that it cannot be explained 

by plausible confounding. 

2. There is appropriate temporal and/or spatial proximity, 

in that cause precedes effect and effect occurs after a 

plausible interval, and/or cause occurs at the same site 

as the effect. 

3. Dose responsiveness and reversibility: the effect increases 

as the exposure increases, and the evidence is even 

stronger if the effect reduces upon reduction of the dose. 

Mechanistic evidence: 

4. There is a plausible mechanism of action, which could 

be biological, chemical, or mechanical, with external 

evidence for a 'causal chain'. 

Parallel evidence: 

5. The effect fits with what is known already. 

6. The effect is found when the study is replicated. 

7. The effect is found in similar, but not identical, studies. 
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These guidelines might enable causation to be determined 

from anecdotal evidence, even in the absence of a ran

domized trial. For example, mouth ulcers have been observed 

to occur after aspirin is rubbed within the mouth, say to re

lieve tooth pain. The effect is dramatic (obeys guideline 1), 

occurs where rubbed (2), is a plausible response to an acidic 

compound (4), is not contradicted by current science and 

is similar to the known effect of aspirin in causing stomach 

ulcers (S), and has been repeatedly observed in multiple pa

tients ( 6). So five out of seven guidelines are satisfied, the 

remaining two have not been tested, and so it is reasonable 

to conclude this is a genuine adverse reaction to the drug. 

The Bradford Hill criteria apply to general scientific conclu

sions for populations. But we may also be interested in indi

vidual cases, say in civil litigation where courts need to decide 

whether a particular exposure ( say the asbestos encountered 

in a job) caused a negative outcome in a specific person ( say 

John Smith's lung cancer). It can never be established with 

absolute certainty that the asbestos was the cause of the 

cancer, since it cannot be proved that the cancer would not 

have occurred without the exposure. But some courts have 

accepted that, on the 'balance of probabilities', a direct causal 

link has been established if the relative risk associated with 

the exposure is greater than two. But why two? 

Presumably the reasoning behind this conclusion is as 

follows: 

1. Suppose that, in the normal run of things, out of 1,000 

men like John Smith, 10 would get lung cancer. If 

116 



WHAT CAUSES WHAT? 

asbestos more than doubles the risk, then if these 1,000 

men had been exposed to asbestos, then perhaps 25 

would have developed lung cancer. 

2. So of those exposed to asbestos who go on to develop 

lung cancer, less than half would have got lung cancer if 

they had not been exposed. 

3. So more than half of the lung cancers in this group will 

have been caused by the asbestos. 

4. Since John Smith is one of this group of people, then on 

the balance of probabilities his lung cancer was caused by 

the asbestos. 

This kind of argument has led to a new area of study known as 

forensic epidemiology, which tries to use evidence derived 

from populations to draw conclusions about what might 

have caused individual events to occur. In effect this discip

line has been forced into existence by people seeking com

pensation, but this is a very challenging area for statistical 

reasoning about causation. 

The appropriate handling of causation still remains contest

ed within the field of statistics, whether it concerns phar

maceuticals or big ears, and without randomization it is 

rare to be able to draw confident conclusions. One imagina

tive approach takes advantage of the fact that many genes 

are spread essentially at random through the population, 

so it is as if we have been randomized to our specific ver

sion at conception. This is known as Mendelian randomiza

tion, after Gregor Mendel, who developed the modern idea 

of genetics . 13 
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CHAPTER 4 

Other advanced statistical methods have been developed 

to try to adjust for potential confounders and so to get closer 

to an estimate of the actual effect of the exposure, and these 

are largely based on the important idea of regression analy

sis. And for this we must acknowledge, yet again, the fertile 

imagination of Francis Galton. 
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Summary 

• Causation, in the statistical sense, means that when 

we intervene, the chances of different outcomes are 

systematically changed. 

• Causation is difficult to establish statistically, 

but well-designed randomized trials are the best 

available framework. 

• Principles of blinding, intention-to-treat and so on 

have enabled large-scale clinical trials to identify 

moderate but important effects. 

• Observational data may have background factors 

influencing the apparent observed relationships 

between an exposure and an outcome, which may 

be either observed confounders or lurking factors. 

• Statistical methods exist for adjusting for other 

factors, but judgement is always required as to the 

confidence with which causation can be claimed. 
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